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Have you ever used them for 
searching literature / writing text?
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Retrieval-Augmented Generation (RAG)



Retrieval-Augmented Generation (RAG)

What is the biggest 
difference between chatGPT 
and consensus?



a defined literature corpus

the broader web

Where do the search?



Adapted from Y. Wang, G. Shaulsky, T. Curk, B. Zupan, Benchmarking Literature Retrieval for a Model Organism: A Dictyostelium 
Case Study, accepted at Discovery Science 2026 (LNCS, Springer).

Abstracts can miss relevant evidence
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Abstracts can miss relevant evidence

Prof. Gad Shaulsky

Tomorrow 9:45 - Deciphering Dictyostelium Biology: 
From Genetic Pathways to AI Systems for Knowledge 
and Discovery



Two key stages of RAG

① Find evidence: 

Retrieval + Reranking

② Generate answer



He et al.,arXiv:2505.01146 (2025).

① Find evidence: retrieval and reranking

EXAMPLE

200 candidate papers
Found by retrieval

Rerank
Assess relevance more closely

Top 20 for generation
Illustrative numbers



② Generation: Turning Evidence into Answers

Turning evidence into an answer

- Which LLM?

- What instructions?

- One step or multiple steps?



1 Extract evidence 2 Organize content 3 Write the report

Key idea: generation can be a pipeline, not just one prompt.



Evaluation: Important, but Often Overlooked



Evaluation: Important, but Often Overlooked

Did we find the right evidence?

Did we generate a good answer?



Retrieval evaluation
Established metrics

Recall

Did we find the relevant 
papers?

Precision

How many results are 
relevant?

Ranking

Are the best papers 
near the top?



Schreieder et al., ACL 2026. 

Generation evaluation
Different methods capture different aspects of answer quality



Generation evaluation
No single agreed standard

Accuracy

Factual correctness

Coverage

Key information 
included

Citations

Claims supported by 
evidence

AI LLM judges
Increasingly used

★ Human evaluation
Still the gold standard



Inside AI literature tools









Summary

Corpus

Coverage matters

Retrieval &
reranking

Find the right evidence

Generation

No single recipe

Evaluation

Check claims & 
citations



Thank you!



He et al.,arXiv:2505.01146 (2025).

Hybrid Retrieval combines

- Keyword search: matches words

e.g acute myocardial infarction -> acute myocardial infarction

- Semantic search: matches meaning

e.g acute myocardial infarction <-> heart attack

①ⓐ Retrieval: finding candidate papers through prebuilt indexes



He et al.,arXiv:2505.01146 (2025).

①ⓑ Reranking: bringing the most relevant papers to the top

EXAMPLE

100 candidate papers
Found by retrieval

Rerank
Assess relevance more closely

Top 20 for generation





Two-stage retrieval: retrieval and reranking
Our pipeline follows this design

github.com/fulaibaowang/RAG-script
s







Summary

Corpus

What can the tool search? Coverage and full-text access matter.

Retrieval and reranking

Well-established methods for finding and prioritising relevant evidence.

Generation

Different ways to turn evidence into answers; no single recipe or agreed 

measure of quality.


